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Abstract
In Rust and other languages with ownership type systems,

borrowing allows creating references that are eventually re-

turned to their owners. We motivate and introduce infor-
mation borrowing, which enables temporary access to in-

formation rather than temporary access to memory. This

enables us to reason about whether information escapes a

given scope. We demonstrate its usage towards establish-

ing security boundaries around untrusted library code, then

elaborate it via recent work on information flow typing.

1 Introduction
When speaking about the security properties of a program,

reasoning about non-escape plays an essential role. For in-

stance, a program which checks passwords may wish to en-

sure that a user’s password isn’t written to insecure locations

or sent over the network. Consider the benevolent andmalev-

olent variants of a function that check various password

strength requirements in Figure 1, where the malevolent

implementation transmits the password over the network.

Although the behavior is clear when looking at the imple-

mentation, these two functions are impossible to distinguish

using their types; identifying such issues scales poorly with

untrusted third-party library code of arbitrary complexity.

To address the preceding concerns, we introduce the no-

tion of information borrowing to expose them at the type

level. Similarly to borrowing in languages like Rust [4, 12],

where memory must be returned in its entirety to its caller,

borrowed information must be returned in its entirety to

the caller. This means that borrowed information must be

revealed only through the return type. In so doing, we will

be able to specify in the type signature of a function whether

information passed to it is allowed to escape.

We start with a tour of the programming features we in-

troduce in Section 2. Their elaboration into the core theory,

based on prior work in information flow [3], follows in Sec-

tion 3. Section 4 outlines the treatment for realistic features

including mutable state. Section 5 compares to related work.

2 Approach
Wefirst import a simple treatment of effects: programswhich

perform I/O will be marked as such in their type. We then ex-

tend the syntax to include the type &T for any type T, which
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1 val len : string -> int
2 val hasSpecialChar :
3 string -> bool
4
5 val valid : string -> bool
6 let valid = fun pw ->
7 len(pw) >= 10 &&
8 hasSpecialChar(pw)

9 val send : string -> unit
10
11 val valid' :
12 string -> bool
13 let valid' = fun pw ->
14 send(pw);
15 ret len(pw) >= 10 &&
16 hasSpecialChar(pw)

Figure 1. Benevolent and malevolent examples of a program

that checks whether a user’s password is secure.

means that the parameter of type T is being information bor-

rowed, and the dereference syntax *t, which eliminates a

borrowed term t of type &T into the underlying value of type
T. Using this syntax, we can rewrite the examples from Fig-

ure 1 to safely borrow the password string and demonstrate

that it will not be leaked by the function’s implementation.

The valid function calls two auxiliary functions; we may

suspect that these also need to respect the information bor-

row. There are two options for proceeding:

• Dereference the information-borrowed variable, pass-

ing *pw to each of the auxiliary functions, and ensure

that the return types of auxiliary functions don’t rep-

resent possible leakage of information.

• Have both functions borrow their parameters, taking

responsibility for their confinement.

2.1 Pass By Dereference
The first approach is to turn an information-borrowed vari-

able back into a normal one, incurring restrictions to en-

sure the original borrow is still respected. In Figure 2, the

functions len and hasSpecialChar take parameters of type

string, but the variable pw is of type &string since it is

information-borrowed. Accordingly, we dereference pw to

obtain a term of type string that can be passed to each. For

1 val len : string -> int
2 val hasSpecialChar :
3 string -> bool
4
5 val valid : &string -> bool
6 let valid = fun pw ->
7 len(*pw) >= 10 &&
8 hasSpecialChar(*pw)

9 val send :
10 string -> [io] unit
11
12 val valid' :
13 &string -> [io] bool
14 let valid' = fun pw ->
15 send(*pw); �

16 len(*pw) >= 10 &&
17 hasSpecialChar(*pw)

Figure 2. Information-borrowed validator example that uses

dereferences to call auxiliary functions.
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1 val attempt : &string
2
3 val check : string -> [io] bool
4 let check = fun s ->
5 io.log("login attempt");
6 *s == "pass123"
7
8 let _ : [io] bool = check *attempt �

Figure 3. Example showing the lack of granularity required

when dereferencing information-borrowed variables.

1 val len : &string -> int
2 val hasSpecialChar :
3 &string -> bool
4
5 val valid : &string -> bool
6 let valid = fun pw ->
7 len(pw) >= 10 &&
8 hasSpecialChar(pw)

9 val send :
10 string -> [io] unit
11
12 val valid' :
13 &string -> bool
14 let valid' = fun pw ->
15 send(pw); �

16 len(pw) >= 10 &&
17 hasSpecialChar(pw)

Figure 4. Information-borrowed validator example that

forces auxiliary functions to borrow their parameters.

the example on the right in Figure 2, the dereferenced pass-

word is passed to send, which contains io in its return type.

Accordingly, the dereference operation fails: the marker for

the io effect reveals the passed information might escape.

Specifically, locations where a dereference occurs must

not invoke effects capable of leaking the data. Notably, this

doesn’t distinguish whether the effect in question does leak
the data, just whether it would be capable of doing so. For ex-
ample, consider Figure 3; the program here checks whether

a user’s password attempt is correct. However, calling the

check function with a borrowed variable using dereferenc-

ing fails, because the presence of the io effect means that

attempt must be assumed to be leaked, despite the body

of check not doing so. We resolve this using the second

approach previously mentioned.

2.2 Pass By Borrow
Our other option is to require auxiliary function calls to also

borrow their parameters. Figure 4 modifies the signatures

of len and hasSpecialChar accordingly. By doing so, we

can ensure that these functions will themselves respect the

rules of the information borrow; we need not check their

signatures for non-leakage and can simply pass the borrowed

parameter pw directly to them. In this case, the error in the

malevolent example arises because send does not borrow

its parameter and pw is passed without being dereferenced,

resulting in a simple type mismatch. Even if we were to

dereference pw before passing it, this would still fail for the

same reason as in Figure 2 due to the presence of effects.

This approach provides finer granularity than the first

when tracking the flow of borrowed variables. Whereas the

first approach doesn’t track which information is flowing to

1 val attempt : &string
2
3 val check : &string -> [io] bool
4 let check = fun s ->
5 io.log("login attempt");
6 *s == "pass123"
7
8 let _ : [io] bool = check attempt

Figure 5. Example showing the finer granularity obtained

when using information borrowing in auxiliary functions.

an untrusted sink, this approach can keep track of whether

borrowed information is being leaked or the effect is irrel-

evant. For example, consider Figure 5; in this example, the

final call to check succeeds because the parameter to check
is borrowed, guaranteeing that it won’t leak since the io
effect is independent of the borrowed variable attempt.
However, this approach might not always be plausible

when working with third-party libraries, since it might not

be possible to modify the type signatures or behavior of

external functions, meaning that while it allows for extra

precision, it is slightly less general than the first.

3 Elaboration
Information borrowing is enabled by three key constructs

of the underlying language, a calculus for information flow

based on that of Gouni et al. [3]. These are (1) the quasi-closed
modality, which represents information-borrowed variables,

(2) the quasi-open modality, which represents effects, and

(3) quantifiers, which are used to introduce new dependency

variables. The last is essential; we specifically build on the

work of Gouni et al. [3] because other theories of information

flow lack the necessary treatment of quantifiers to imple-

ment information borrowing. To demonstrate how all these

construct are used in concert, we show at the end of the

section the elaboration of the malevolent password validator

example from Figure 2 into the core calculus in Figure 8.

The typing judgment Γ;𝜙 ⊢ 𝑒 : 𝐴 can be read “under the

variables 𝑥 : 𝐴 in Γ and ambient dependencies 𝜙 , 𝑒 has type

𝐴.” We proceed by reviewing in turn each construct above.

3.1 Quasi-Open Modality
We show the quasi-openmodality in Figure 6. It is introduced

by the consume(−) operation, specifically by capturing cer-

tain ambient dependencies𝜙 within the modality. Its elimina-

tor is produce(−), which releases dependencies captured by

T-Consume

Γ;𝜙 ′
𝜙 ⊢ 𝑒 : 𝐴

Γ;𝜙 ′ ⊢ consume(𝑒) : #𝜙 (𝐴)

T-Produce

Γ;𝜙 ′ ⊢ 𝑒 : #𝜙 (𝐴)
Γ;𝜙 𝜙

′ ⊢ produce(𝑒) : 𝐴

Figure 6. Typing rules for the open modality, used to repre-

sent effects.
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T-Seal

Γ;𝜙 ⊢ 𝑒 : 𝐴
Γ;𝜙 ⊢ seal[𝜙 ′] (𝑒) :  𝜙

′ (𝐴)

T-Unseal

Γ;𝜙 ⊢ 𝑒 :  𝜙
′ (𝐴) Γ, 𝑥 : 𝐴;𝜙 ⊢ 𝑒

1
: 𝐵 𝜙 ⊢ 𝐵 ≥ 𝜙

′

Γ;𝜙 ⊢ unseal 𝑒 in 𝑥 .𝑒
1
: 𝐵

Figure 7. Typing rules for the quasi-closed modality, used

to ensure the safety of borrowed variables.

the modality back into the ambient dependencies. Variants of

it have appeared in prior work on information flow [5, 10].

Importantly, the open modality is a negative type, meaning

consume(−) suspends its contents—it contains a computa-

tion. As a result, rather than using a separate effect system

for tracking side-effecting operations, we can use dependen-

cies situated within the open modality to do so instead. The

intuition is that we can think of the ambient dependencies

𝜙 as, in reality, the ambient effects. For instance, the send
operation from Figure 2 induces a dependency on io; indeed,
[io] unit translates to #io (unit) within the core calculus.

So long as the execution of the enclosing program continues

to involve send, the io dependency induced by it will be

‘stuck’ to the program. This flags it as potentially leaking

data passed to it, to be exploited by the next construct.

Note that in the preceding examples, we did not have ex-

plicit syntax corresponding to consume(−) and produce(−),
instead performing these operations implicitly on function

introduction and application by piggybacking on the suspen-

sion semantics of functions. We now look to the quasi-closed

modality, which uses the effect tracking provided by the

open modality to implement information borrowing.

3.2 Quasi-Closed Modality
We show the quasi-closed modality in Figure 7; it is a slight

variation upon the protection connective from the Depen-

dency Core Calculus [1]. It is introduced by seal[−](−),
which wraps an expression in the modality. The rule T-

Unseal acts as the eliminator, unwrapping the modality

from its first argument and passing the contents to its sec-

ond. Of critical importance is its final premise, which checks

whether data protected under the modality has leaked. We

cannot treat it in full here, but at a high level it fulfills two

related functions.

First, it places the information in 𝐵 appropriately under

the quasi-closed modality. So if 𝐵 contains a bool, then it

must be appear inside  𝜙
′ (−); but a unit need not, since

it represents no information. Second, it checks whether the

contents of𝜙 , representing the effects done in the body 𝑒
1
, be-

tray having leaked information inappropriately.
1

To explain

1

This is in fact the main way in which our work extends Gouni et al. [3]

1 val valid : ∀𝛼 . ( [𝛼](string) ->  [𝛼](bool))
2 let valid = fun pw ->
3 unseal pw in x.
4 send(x); �

5 seal(
6 len(x) >= 10 &&
7 hasSpecialChar(x)
8 )

Figure 8. Elaboration of the malevolent password validator

example with dereferencing into the IFC language.

how, we must briefly digress to reveal the precise mechanics

of dependencies in our framework. Each dependency, like

io, is associated with a type conveying the information it

represents when used to track a side effect. For instance, io
is associated with type string, because this is the shape

of data which gets written to I/O by operations like send.
Other dependencies may have the unit type, representing
no information and therefore behaving as a bog-standard in-

formation flow dependency, or more sophisticated types like

 𝜙 (bool). The justification for these typed dependencies is

that their types represent extraneous information besides

that conveyed by the typeswithinwhich they directly occur—

that is, the information revealed by side effects. Intuitively,

the io in [io] unit indicates that this type conveys more

than just a unit worth of information. So with typed depen-

dencies in hand, the final premise of T-Unseal may check

whether leakage occurs by performing for the type of each

dependency in 𝜙 the same check it performs for 𝐵: that all

the information in the type is placed under the quasi-closed

modality  𝜙
′ (−).

An information borrowed type is roughly represented

within the core calculus as the quasi-closed modality; in par-

ticular, this modality is the fundamental construct allowing

reasoning about non-escape. The dereference syntax * can
be thought of as syntax sugar for unsealing. There is a final
piece left before we can work a full example explicating our

prior examples within the core calculus.

3.3 Quantification
Our framework supports universal quantifiers over depen-

dencies. We introduce them by example in Figure 8, which

elaborates the right side of Figure 2. We use a universal

quantifier to bind a new dependency 𝛼 within the type of

valid. We place the argument and return types under the

quasi-closed modality at 𝛼 . This schema of usage for the

just-discussed constructs provides information borrowing:

information about the argument cannot escape outside of the

function, because it is sealed under the quasi-closed modal-

ity at a newly-introduced 𝛼 which does not exist outside

the function’s scope. In particular, the role played by the

quantifier is to scope the information borrow, because types

occurring outside the quantifier cannot possibly place them-

selves under the appropriate modality at the 𝛼 it introduces.
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As such, no locations outside of the function may receive

the information in its argument. The return value is the only

vector throughwhich this informationmight escape the func-

tion, being placed under the appropriate modality. In a func-

tion with borrowed parameters that calls functions which

also use information borrowing, such as hasSpecialChar in
Figure 4, the quantifier at the call site is instantiated with 𝛼 .

This ensures that the borrowed parameter can be passed to it,

with its return value placed under the quasi-closed modality

as needed. The information borrow can be ended by instanti-

ating 𝛼 itself to the empty set ∅ when calling valid, which
has the effect of getting rid of the quasi-closed modality.

Looking to the body of valid, we model *pw in Figure 2

by first unsealing the function argument, binding it as x. We

then invoke send on x, and return the result of the password

validity check after sealing it to satisfy the quasi-closed

modality as the return type. The reason that Figure 8 fails,

then, is because calling send(x) produces a dependency

on io which causes the final premise of T-Unseal to fail,

because the type string of io is not wrapped by 𝛼 (−). For
simplicity, we have so far dealt only with information escape

through io. However, it turns out that we have introduced
all the machinery we need to control information escape

through general mutable references. We touch on this next.

4 Mutable References
Using the machinery already presented, we describe at a high

level our strategy for handling mutable references. Writing

to a reference can be modeled as an effect, so we represent

it using the open modality. Each reference is associated to a

dependency whose type is the type of the reference. Writing

to the reference adds that dependency to the ambient set of

dependencies. Consequently, writing to a reference inside

the body of an unseal betrays having done so to the latter;

the write can then be checked to not inappropriately leak

data by checking that the type associated with reference’s

dependency (recall this is the same as the reference’s type)

places all its information under an appropriate quasi-closed

modality; one might use the schema described in Section 3.3.

That is, whereas reasoning about writing to references is a

matter of the quasi-open modality, reasoning about reading

is a matter of the quasi-closed modality.

Though we cannot make a finer point of it here, our

approach to handling state in information flow—through

the quasi-open and quasi-closed modalities—exceeds the ex-

pressiveness of prior designs. Prior approaches have instru-

mented the type system with a specialized program counter
variable not treated as first-class by the language, and which

thus cannot be abstracted over (by quantification) as both of

our modalities can [2, 7, 11]. Accordingly, the scoping me-

chanics that give rise to the information borrowing pattern

are not available there.

5 Related Work
Effect Systems. One might wonder whether we can sim-

ply enforce the absence of side effects in the presence of

borrowed information, straightforwardly addressed by an

effect system [6, 8, 9]. However, as mentioned, we care not

just about whether computations perform effects, but fur-

ther about which information those effects interact with. The

ability to granularly discriminate on the data being revealed

is essential. For instance, an effect system would not distin-

guish between print("hi"), where no information content

is being revealed, and print(pw), where the borrowed in-

formation in pw is being leaked. This lack of expressiveness

does not appear to be resolvable through a conventional

theory of effects alone. Our approach strikes a point in the

design space providing both theoretical simplicity and highly

concise specifications, minimally extending the theory of

effects.

Borrowing Heap Cells. The notion of borrowing as a pro-

gramming language feature is much more popularly recog-

nized towards type systems for memory safety, rather than

security typing. There, temporary access can be granted to

access cells of memory or other resources, enabling reason-

ing about memory and concurrency safety [4, 12]. Though

we have not formally developed the relationship between

this technique and ours, we can give some intuition. Conven-

tional borrowing is concerned exclusively with controlling

the provenance of the contents of the heap, so need not

pay mind to whether memory cells are passed to operations

like print. On the other hand, information borrowing must

concern itself with the contents of the world, because infor-
mation located anywhere may still be relevant to it. As such,

though seemingly sharing similar structure as suggested

here, reasoning about information escape appears to require

reasoning mechanisms with increased sensitivity to features

like effects and complex control flow.

6 Conclusion
In this paper, we present information borrowing, which

draws on the idea of borrowing from Rust to enable rea-

soning about non-escape. This provides a lightweight and

highly readable specification mechanism for establishing

security boundaries around unknown programs, granting

assurance in passing them potentially sensitive data. Our

method for doing so makes essential use of recent advances

in information flow reasoning, additionally revealing an ele-

gant approach to general mutable state in information flow.
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